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Abstract—We propose a novel method for learning time-
varying graphs from time-series data by leveraging techniques
from directed acyclic graph (DAG) learning. The unknown
graphs are parameterized with a time-varying structural vector
autoregression model (SVAR), which we view as a linear structural
equation model (SEM) by unrolling the graph adjacency matrices
over time into a DAG. We then learn the DAG to obtain the
unknown graphs under the novel assumption that the data is
generated by few causes that percolate in time as dictated by
the SEM. Our method shows superior performance over state-
of-the-art methods on synthetic data with few causes and yields
meaningful graphs when applied to real-world temperature data
from the USA and Switzerland.

Index Terms—Graph learning, DAG learning, time-varying
graphs, temporal sparseness, few causes

I. INTRODUCTION

Graph signal processing (GSP) [1], [2] generalizes discrete
signal processing notions, such as Fourier analysis, Fourier-
sparsity [3], [4], or smoothness, to data associated with graphs,
called graph signals. One application is learning the graph from
data [5], [6]. Most methods assume graph sparsity and signal
smoothness [7], [8] and are effective for undirected graphs,
but do not apply when the graph is directed or has negative
weights. Recent approaches relax this limitation [9], [10]. In
this paper we explore a form of Fourier-sparsity assumption
for learning time-varying graphs from time-series data. The
graphs can be directed and have no constraints on the edge
weights.

DAG learning. Classical GSP, in particular [1], cannot be
used for directed acyclic graphs (DAGs) since all eigenvalues
of the adjacency matrix are zero. On the other hand, there
exist effective DAG learning [11] methods that assume signal
generation based on a structural equation model (SEM) [12].
The most common is the linear SEM where the value at a node
is computed as a linear combination of its direct predecessors
plus independent noise [13], [14], usually assumed to be
Gaussian and equivariant [14], [15]. In [16] we introduced the
assumption of few causes, meaning that the noise is interpreted
as an (approximate) sparse vector of events that produce the
observed signal via the SEM. Few causes can be viewed as a
form of Fourier-sparsity in the context of the causal Fourier
analysis in [17].

Time series and unrolled DAG. Often graph signals are
measured in the form of time series, i.e., obtained in discrete
time steps. Examples include temperature data in different
locations, stock values, or brain activity data, and the underlying

graph is often unknown. Assuming the graph does not change
over time, this data can equivalently be viewed as associated
with a DAG obtained by unrolling the graph in time and
connecting nodes in consecutive time steps according to its
adjacency matrix [18]. In [19] we specialized the work in
[16] to propose a method to learn the unrolled DAG, and
consequently the graph, assuming it was generated by a linear
SEM on the DAG from few causes. In this paper we extend
this work to learn time-varying graphs.

Time-varying graphs. In reality, time series are often
associated with graphs that evolve dynamically over time,
as observed in contexts such as brain connectivity [20],
gene regulatory networks [21] and the relationships between
stocks [22]. Prior GSP-based methods for learning these graphs
consider smooth [23], sparse [24], [25] or low-rank [26]
graph changes. These methods rely on the Laplacian matrix
assuming undirected graphs with non-negative weights. Only
few methods consider negative edge weights [10], [22] or
directed graphs [27]. Causal discovery methods for non-
stationary time series [28], [29] are also relevant to this
work, as they consider time-varying causal dependencies, and
we compare against them. [30] is based on structural vector
autoregression and proposes a mean squared error loss objective,
not compatible with our few causes assumption. In particular,
none of the existing methods considers the assumption of data
generated from few causes for learning time-varying graphs.

Contributions. In this paper we propose a method to learn
time-varying graphs from time-series data assumed to be
generated from few causes via a linear SEM. Our method
is general in that the graphs can be directed and have arbitrary
edge weights. A key distinction from prior work in the area
is that our graphs model the transitions of signals over time,
rather than expressing a Laplacian-based distribution for a
signal at a time step as in [25]. By adopting this formulation,
we unroll the time-varying graphs into a DAG and present
SparseRC-TV, an extension of the DAG learning method
SparseRC [16]. SparseRC-TV assumes data generation from
few causes, sparse graphs, and minimal edge changes over time.
We demonstrate the superiority of our method over state-of-
the-art time-varying graph learning approaches using synthetic
time series with few causes. Additionally, we apply SparseRC-
TV to real temperature time series from Switzerland and the
USA, discovering meaningful monthly connectivity patterns
that reflect each country’s landscape, with a few changes in
the edges over the year.



II. BACKGROUND

Graphs, DAGs and signals. We denote with G = (V,B) a
graph composed of a set V = {1,2,3,...,d} of nodes, and a
weighted adjacency matrix B with weights b;; representing the
strength of influence from j to 7 (b;; = O for no edge). B is
symmetric for undirected graphs and we also allow self-loops
bi; # 0. In this paper, we utilize properties of directed acyclic
graphs (DAGs), denoted with G = (V, A), which contain no
cycles. For DAGs, we assume a topological sort on the vertices
V', which means there is no edge from node j to node ¢ if
j > i and thus A becomes lower triangular with zeros on
the diagonal (and hence A¢ = 0). A graph signal is a vector
x = (21,... ,xd)T € R?, where z; is associated with node 3.

Learning DAGs. DAGs appear naturally when modelling
data with causal dependencies [11]. Causal discovery methods
learn the DAG from associated DAG signals [12]. To do so, they
typically consider signal generation from a structural equation
model (SEM) [11], [31]. The simplest, but widely used, is the
linear SEM, which generates a signal x on a DAG A with a
linear equation of the form

x = Ax +c, @8

The vector ¢ usually represents independent noise variables. To
learn A from signals x various approaches pose different
assumptions on c, e.g., Gaussian distribution with equal
variances in [14], [15], or non-Gaussian distribution in [31].

Few causes. We take a different viewpoint following [32]:
(1) can be written as (using A% = 0)

c=(c1,...,cq)t.

XZ(I—A)HCZ(I+A+A2+.,.+A(d—1>)c

= Wec. (2)

In words, x is obtained by a linear transformation of c, which
we thus refer to as causes of x as in [32]. The transformation
matrix W captures the influence of a node with contribution
c; to all its descendants (not only the direct children). In [17],
c has been viewed as a form of spectrum of x with W as
inverse Fourier transform.

In this paper we assume that c is sparse, i.e., X has few
causes, or is Fourier sparse in the sense of [17]. Intuitively,
this means that x is generated by few events that percolate
through the DAG according to (1). Fig. 1 shows an example
DAG with observed signal x, and underlying sparse causes c.
In practice, sparsity can only hold approximately, so we allow
for low magnitude noise n. in the causes ¢ and measurement
noise n, in the signal x:

x =W (c+n.)+n,. 3)

III. LEARNING TIME-VARYING GRAPHS

Time series. We denote (multivariate) time series of time-
length T as x = (xg, Xy, ...,Xx7_1) € R, where each x; €
R<. The goal is to learn the DAG A that captures the evolution
of the data via (1).

Time-varying model. We assume the time series x is
generated via a time-varying structured vector autoregression

(SVAR) model [28] with time-lags up to 1 that then defines A
in a linear SEM of the form (1) as we explain. Formally the
SVAR is defined as:

x =Bx +Bx 1 +¢;, forallt=0,...,T—1. 4

Here vectors with negative indices are zero. The adjacency
matrices B(()t) are assumed to be DAGs, and represent in-
stantaneous dependencies, whereas Bgt) are unrestricted and
correspond to dependencies between consecutive time steps.

The corresponding DAG A € RYT*4T" ig thus given by

BY” o .. o 0
B{" B{" - 0
A= Bf) : : , ()
0 P = T A
0 0 B-D B

which shows that (4) takes the form of the linear SEM in (1),
with causes ¢ € R, An example of such a DAG A with
time-lag = 1 (and B(()t) = 0 to avoid clutter) and T' = 7 time
steps is shown in Fig. 1. With this formulation, we can port
the assumption of few causes (also depicted in Fig. 1): the
time-series data x is generated via the SVAR in (4) by few
data generating events c in space and time.

If the SVAR is stationary, i.e., all B(()t) = By are equal, and
all Bgt) = B, are equal, we showed in [19] how to compute
A via SparseRC from [16] and then extract By and B;. In
this paper we generalize the approach to the time-varying case.

SparseRC-TV. To learn A from time-series data we pose
the following assumptions: (1) the time-series data is generated
from few causes as in (2) (causal Fourier-sparse), (2) the time-
varying graphs Bét), Bgt) are sparse, and (3) only few edges

) to B(TtH) (r = 0,1). Fig. 1 demonstrates

change from B(Tt
these assumptions.

We learn A by solving the following optimization problem
and call the approach SparseRC-TV. Considering n samples
of time-series data x € R4T stac/lged in a matrix X € RATx"
we solve for the approximation A of A:

A = argmin | X — AX|, + M| A

AERATxdT

+ X ) [BY =B+ A3k (A). (6)
Tt

In (6), the first term promotes few causes (L!—norm promotes
sparsity), the second a sparse DAG. The third term is a
regularizer that promotes sparse changes between the time-
varying graphs. This term also appears in [24], but without the
time-lag 7 = 1. Finally, h (A) = trace(¢A®A") — d promotes
acyclicity in A as proposed in [13]. Problem (6) is non-convex
due to the inclusion of the acyclicity regularizer. However, [14]
demonstrated that using acyclicity as a regularizer not only
effectively enforces the constraint but also makes the algorithm
computationally efficient. This behavior is further empirically
validated in our experiments.



@ positive
O negative

O ~zero

— edge
— new
deleted

Few causes ¢

Time series X

Figure 1: Illustration of an unrolled DAG A associated with time-series data with 7" = 7 time steps and few causes. Causes
(left) corresponding to nodes can be positive, negative or zero, with only a few being non-zero. They percolate in time and
nodes according to W from (2) to produce the observed time series (right), which is dense. The graphs vary in each time-step,
but only few edges change. For the time-steps shown, the number of edges that change are 1,2, 3, 1, 1, respectively.

IV. EXPERIMENTS

We evaluate SparseRC-TV on the task of learning time-
varying graphs from time-series data, performing experiments
both with synthetic and real-world data. For synthetic data with
few causes we compare against prior methods on DAG learning,
time-varying graph learning and causal discovery from semi-
stationary time series. In the real-world experiments we execute
our method to temperature measurements for which no ground
truth graph is known. We show that we obtain meaningful
relations between sites across Switzerland and USA.

Synthetic time series. We consider synthetic time series
generated with the few causes model (2) where W corresponds
to the unrolled DAG A of a time-varying SEM, consisting
of matrices only with lag = 1, i.e., as in (5) but with Bét) =
0,t=0,..,7 — 1. We first generate the matrix Bgl) as a
random Erdos-Renyi matrix with average degree 4. Then, for
t > 1, we generate each time-varying matrix B(lt) by randomly
changing on average 10% of the edges of the predecessor
B?*l). For the time-varying graph learning baselines to be
applicable we consider undirected graphs Bgt). The time series
are generated according to (2) with noise in the measurements
and causes following Gaussian distribution with zero mean and
standard deviation 0.01. By default we consider length 7' = 10
in the time series and T'— 1 = 9 time-varying graphs with d =
60 nodes and n = 1000 samples, but in our experiments (Fig. 2)
we also consider different values for n, d. We learn Bgt),t =
1,...,7—1 from the n time series x stacked as columns in X €
RIT*n by solving the SparseRC-TV optimization problem (6).
In our implementation, we use gradient descent with the Adam
optimizer [33] from PyTorch and GPUs for acceleration. In
each iteration we compute (6) using all available data X for a
total of at most 10k iterations, using early stopping.

Baselines. We compare against the prior DAG learning
methods NOTEARS [13], GOLEM [14] and LiNGAM [31],
applied to learn the entire unrolled DAG A. Also, we consider
the (static) graph learning method SGL [8], its time-varying
extension [23] and the time-varying graph learning methods
TGL-FLasso and TGL-GLTV [24], [25]. Those assume graph
signals that are smooth w.r.t. Laplacian total variation, and

sparse changes between the graphs as in (6). We also compare
against dynSGL [10], which allows for negative weights in
the edges (as we do). Since the time-varying graph learning
methods learn as many time-varying graph as the total length of
the time series x, we provide them as input the last 7"'—1 time-
steps Xi, ..., X7—1, to learn exactly 7' — 1 time-varying graphs.
Finally, we compare against the causal discovery method from
semi-stationary time series PCMClg, [29]. A semi-stationary
time series follows an SVAR (4), but with parameters that
change periodically, over a certain period.!

In Fig. 2 we report the performance for each baseline on
approximating the true edges (unweighted) of the ground truth
time-varying graphs. We use the structural Hamming distance
(SHD) metric, defined as the number of differences (in edges)
between the approximated and the ground truth graphs. We
conclude that our method (red line) performs better than the
competition. The only method with performance close to ours
(when the number of available samples is enough) as in Fig. 2
(right) is LINGAM. This indicates the potential usefulness of
DAG learning methods for learning time-varying graphs.

Temperature dataset. For a real-world experiment, we
consider daily maximum temperature measurements available
from 29 weather stations in Switzerland for 8 years (2016—
2023) and and from the 48 states of contiguous USA for
31 years (1980-2010). The temperatures in consecutive days
change slowly over a certain month, compared to the changes
from days in different months (and different seasons) of the
year. Thus, a temperature measurement on a random day of
a month is, intuitively, a representative of the temperature on
that month. Taking a sample from every month, corresponds
to sub-sampling from non-overlapping time windows (months)
with similar value distribution as done in [25]. Doing so yields
a (shorter) multivariate time-series consisting of 7" = 12 graph
signals x = (xg, ...,x11) € R'?%, which accounts for one time
series in our method. We repeat this 30 times for every available
year, to cover on average every day of every month. We thus

'We believe that learning a fixed number 7' — 1 of parameters over a semi-
stationary time series with period equal to 7" — 1 is closely related to splitting
the time series into pieces of length 7" — 1 and learning the corresponding
parameters using our approach. We leave the details of this as future work.
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Figure 2: Total SHD metric (lower is better) of the reconstructed graphs Bli). Left: varying the number d of nodes for 7" = 10
time steps and n = 1000 time series. Right: varying the number n of data vectors for d = 60 nodes and 7" = 10 time steps.
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Figure 3: Visualization of connections between measurement sites in Switzerland and the USA for January and July.

obtain n = 8 x 30 = 240 time series for Switzerland and
n = 31 x 30 = 930 for the USA, but we use only 314 of those
that have all measurements available. Using SparseRC-TV (6)
we were able to discover the instantaneous grag)h adjacency
matrices Béo),BBQ), ...,BE)H). The matrices Bgl were found
to be 0, likely, because our monthly time scale makes effects
instantaneous.

Our algorithm’s output is shown in Fig. 3 both for Switzer-
land and USA. For Switzerland (Fig. 3a, 3b) we don’t see
any edge crossing the alpine region and in the USA (Fig. 3c,
3b) the edges connect mostly neighboring states which are
expected to be weather dependent. For each case, the resulting
graphs differ between January and July on a small number of
edges, especially for the USA.

V. CONCLUSION

We proposed a method for learning time-varying graphs, with
sparse changes over time, under the assumption that the data
are generated via a linear SEM with few causes, aligning with a
notion of causal Fourier-sparsity. Our method was implemented
by unrolling the time-varying graphs over time into a DAG
and then learning the DAG to extract them. For synthetic time-
series data with few causes our method performed superior
over prior work. Further validated in real-world temperature
measurements, it discovered meaningful weather dependencies
between sites in the USA and Switzerland according to the
geological landscape, indicating that few causes can be a valid
assumption for learning time-varying graphs in practice.
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